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The Task: Develop a system to answer a question with  6 multiple-choice options and output: 
Correct_Answer, Doc_ID, and Page_Num.
Hardware/Time: Must run on Kaggle P100 or 2xT4 GPUs within 9 hours total.
Environment: Code-only submission; no internet access allowed during inference.
Scoring function:

Challenge: Find the answer AND the exact page number.

Shared Task: Goal & Constraints

where a - answer correct (1/0), d - doc correct(1/0), p - page proximity (how far is the page from expected)



● 3 domains:
○ medicines instructions
○ sports official rules and documentation
○ hidden

● input docs: ~240 PDF documents with varying 
layouts and lengths in Ukrainian.

● questions dataset : questions with choices 
(A/B/C/D/E/F)

● expected output : letter + doc_id + page number

Data



The Question

Read a query in Ukrainian 
and understand the 

nuance.

The Document

Identify which specific file 
contains the answer.

The Page

Pinpoint the exact page for 
evidence grounding.

Mission: Document Understanding



Why should this be interesting at all?

The question is …
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The main job was not to implement RAG; it was to 
build it in a prison cell (virtually):

9 Hour Limit: Process the whole test set in one 
work day.

Kaggle Hardware: Only a single P100 or two T4 
GPUs.

No Internet: No calling GPT-5.2+ for help!



Challenges
Offline Hunger Games       The Forbidden Fruit       The Linguistic Challenge

We had training data for Domain 1 & 2. But the 
Test Set included a secret Domain 3

If we hard-coded for the training data, we would 
fail the secret domain. We had to build a system 
that actually generalizes

Generalization is the name of the game!



Challenges
Offline Hunger Games       The Hidden Fruit       The Linguistic Challenge



Hybrid Search

Combining BM25 
(keywords) with contextual 

embeddings.

Lightweight LLM

Quantizing + fine-tuning  
the model so it fits on 

small GPUs.

Synthetic QA

Fine-tuning the model on 
synthetic questions 

generated with large LLM!

RAG: Our Secret Weapon



Goal: Narrow the candidate pool to the single most 
relevant document.
Doc representation: its first 300 characters
Dense Scoring: Uses pplx-embed-context-v1-0.6b (0.6B 
params) for semantic similarity. 
Sparse Scoring: Employs BM25Okapi to index and rank 
the full preprocessed text.
Refinement: If top results disagree, jina-reranker-v3 
evaluates the top two from each method using the first 
300 characters + the best BM25 snippet.

Stage 2: Page Search

Hybrid Search – The Best of Both Worlds

Goal: Pinpoint the exact chunk and page where the 
answer resides.
Syntactic Chunking: Documents are split into 
Markdown-based chunks ( ≤500 chars, 10% overlap) 
restricted to a single page.
Hybrid Ranking: Combines Cosine Similarity (via 
Perplexity embeddings) and BM25 scores using 
Reciprocal Rank Fusion (RRF).
Final Rerank: A cross-encoder based on 
bge-reranker-v2-m3 reranks the top 8 candidates for 
final generation.

Stage 1: Document Hunt



Synthetic Dataset Generation - get FT data
Cold Start Problem: With limited initial training pairs, we used a 

gpt-4o-mini model to generate high-quality synthetic data.

The Pipeline:

1. Extract: Pull clean text chunks from the provided PDF corpus.

2. Generate: Use a larger LLM to draft complex multiple-choice 

questions based on those chunks.

Include validations like: check if page can be used for 

answering, if the subject is identifiable

Outcome: Created thousands of Ukrainian document-question 

pairs to train our reranker and fine-tune the LLM. 



Question Generation Prompt



LLM selection: Meet the Local Heroes

Lapa LLM 12B MamayLM 12B



Optimization – Quantization & Fine-Tuning

Fine-Tuning (LoRA): We performed Parameter-Efficient Fine-Tuning 

(PEFT) on MamayLLM. This allowed us to adapt the model to the 

specific "Ukrainian Document" domain without retraining all 12b+ 

parameters.

Quantization (4-bit/AWQ) with llama-cpp: To fit the model and the 

retrieval overhead within the Kaggle T4 limits, we quantized the 

weights to 4-bit precision. 

● Result: Reduced memory footprint by ~70% with minimal loss in 

reasoning accuracy.

The Win: This allowed us to run the entire pipeline (Retrieval + 

Reasoning) for 240+ documents well within the 9-hour limit.
LoRA



Answer Generation Prompt

Given:

- context chunks

- question

Generate:

- letter of a correct answer

- page number

Example of generations:

- “A 1”

- “D 14”

- “E 3”



Architecture: End-to-End Pipeline
Preparation Retrieval Optimization Generation

Data ETL Hybrid Search LLM Tuning Verified Answer

Convert PDFs to 
Markdown chunks (max 
500 chars) with page 
metadata.

Two-stage 
dense/sparse retrieval 
with RRF and custom 
BGE reranking.

Synthetic data 
generation for 
4-bit LoRA 
fine-tuning.

LLM call with 
context to output 
verified answers 
and citations.



🥈 2nd Place

Our score actually improved on the hidden private data, proving our model didn't just memorize the 
training set.

We Came, We Saw, We Ranked #2
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